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Abstract

This session provides a detailed preview of selected future enhancements in the next TSM 
release and beyond.  The speaker will discuss potential improvements in replication, global 
data management, administration, protection of VMware data, scalability, security and 
compliance.
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Disclaimer

� This presentation describes potential future enhancements to the IBM Tivoli Storage 
Manager family of products

� All statements regarding IBM's future direction and intent are subject to change or 
withdrawal without notice, and represent goals and objectives only

� Information in this presentation does not constitute a commitment to deliver the described 
enhancements or to do so in a particular timeframe

� IBM reserves the right to change product plans, features, and delivery schedules according 
to business needs and requirements

� This presentation uses the following designations regarding availability of potential product 
enhancements

– Planned 2011: Planned for delivery in 4Q 2011
– Candidate 2012: Candidate for delivery in 2012
– Candidate 2013: Candidate for delivery in 2013
– Future candidate: Candidate for delivery in future release (possibly 2014 or later)

IBM’s statements regarding its plans, directions, a nd intent are subject to change or withdrawal witho ut notice at IBM’s sole discretion.   
Information regarding potential future products is intended to outline our general product direction a nd it should not be relied on in making a 
purchasing decision. The information mentioned rega rding potential future products is not a commitment , promise, or legal obligation to 
deliver any material, code or functionality. Inform ation about potential future products may not be in corporated into any contract. The 
development, release, and timing of any future feat ures or functionality described for our products re mains at our sole discretion.
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Node replication with deduplication

� TSM server replicates all data and metadata for specified nodes to another server, 
ensuring node completeness and consistency of data/metadata

� Incremental client data transfer with deduplication to minimize bandwidth consumption
� Remote TSM server could be hot standby for primary server for improved RTO
� Native TSM solution with no dependency on specific storage device
� Many-to-1 transfer to target server
� Supports dissimilar hardware and configuration at primary and remote sites
� Allows bootstrap of replication at target using imported data

Storage Hierarchy

Metadata and deduplicated data
DB2

Site A

TSM Server A

Site B

TSM Server B

� Remote vaulting without manual tape transfer
� Efficient use of bandwidth through incremental, deduplicated replication
� Allows hot standby at remote site

� Remote vaulting without manual tape transfer
� Efficient use of bandwidth through incremental, deduplicated replication
� Allows hot standby at remote site

Database

Storage Hierarchy

DB2

Database
Node ANode BNode C

Node YNode X

Planned 2011
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Node replication provides disaster recovery protection

� Electronic vaulting of data between TSM servers
– Data and metadata for selected nodes and file spaces transmitted between TSM servers 

over LAN/WAN
– For mutual protection, Server A and Server B can send data (for different nodes) to each 

other
– Because Server B is running for replication operations, it also provides hot standby to 

Server A for restore operations

� Consistency
– Transaction processing ensures consistency of data and metadata on target server
– No need for audit volume or similar processing 

� Many-to-1 replication allows multiple TSM servers to send data to the same target server 
(e.g., remote offices can transmit to data center)

Server E

Server CServer A

Server B Server D

Planned 2011

Many-to-1 replication
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Node replication is incremental and deduplication-aware

� True incremental replication
– Data objects on the source server are replicated if they are not already stored on the 

target server
– Data objects that have been deleted from the source server are deleted on the target 

server 
– Expiration on the target server does not delete objects that were replicated from another 

server
– Ensures completeness of data at the target location
– Minimizes bandwidth consumption

� Deduplication-aware replication
– If both source and target storage pool are enabled for deduplication, extents are sent 

only if they are not already in the target storage pool
– Ensures efficient use of storage and network resource

Planned 2011
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Replication rules specify behavior

Server

Node
Space-managed rule

Archive rule

Backup rule

File space
Space-managed rule

Archive rule

Backup rule

Space-managed rule

Archive rule

Backup rule

Replication Rules

� Active / All data
� Enabled / Disabled
� Priority

R
ul

e 
In

he
rit

an
ce

Replication can be set at the server, node and file space level to
� A preconfigured replication rule
� DEFAULT:  Replication behavior is inherited from next higher level (used for node 

and file space only) 
� NONE:  Replication is not performed

Level Data Type

Planned 2011

Rule 
Hierarchy
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Node replication is flexible

� Source and target TSM servers can have different 
– Storage devices (no dependency on specific device)
– Storage hierarchies and copy storage pools
– Operating systems

� Replication operations can be initiated based on 
– Node, node group or file space
– Data type (backup, active backup, archive, space-managed)
– Priority

� Number of parallel replication sessions can be adjusted to control throughput versus 
bandwidth consumption

Planned 2011
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Native replication is integrated with TSM

� How expiration works
– Expiration does not process and delete replicated objects on the target server
– Instead, expiration at the source server causes deletion of replicated objects at the target 

server
– This results in similar versioning and retention on both servers

� Administrative scheduling is used to initiate replication using new replicate command

� Query shows replication results/status

� New server-to-server SSL feature allows encryption of data in flight

� Source and target servers can be synchronized for replication using data already imported at 
the target site, avoiding the need to replicate the imported data

Planned 2011
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Node replication with seamless failover/failback

Storage Hierarchy

DB2

Site A

TSM Server A

Site B

TSM Server BDatabase

Storage Hierarchy

DB2

Database

Pre-failure
1. Server A sends failover policy and secondary server attributes to client, which stores information locally
2. Server A replicates node data and metadata (including schedules, option sets) to secondary server B
Failover
3. Primary TSM server at site A becomes unavailable
4. Based on policy and stored attributes, client automatically redirects its store and retrieve operations to 

secondary Server B
Failback 
5. When server A becomes available, server B replicates new data to server A
6. Based on policy, client operations are redirected to server A

Client Node A

2

5

3
4

� Simplified redirection of client nodes in failover/failback scenarios
� Client operations to either server, and servers reconcile later

� Simplified redirection of client nodes in failover/failback scenarios
� Client operations to either server, and servers reconcile later Candidate 2013

Node A

Node A

6

1
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Node replication with transparent client access

Storage Hierarchy

DB2

Site A

TSM Server A

Site B

TSM Server BDatabase

Storage Hierarchy

DB2

Database

Client Node A

1

3
2

4

5

Node A

Scenario
1. Server A replicates data for client node A to Server B
2. Due to media failure on Server A, file x becomes inaccessible and is marked damaged
3. Client node A attempts to restore file x from Server A
4. Client request is automatically redirected to Server B
5. File x is automatically restored from Server B to client node A

x x

� Replication protects against localized failures and large-scale disasters
� Potential replacement for local copy storage pool tapes

� Replication protects against localized failures and large-scale disasters
� Potential replacement for local copy storage pool tapes Candidate 2013
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Node replication with transparent restore of volume/pool data

Storage Hierarchy

DB2

Site A

TSM Server A

Site B

TSM Server BDatabase

Storage Hierarchy

DB2

Database
1

3

2

Scenario
1. Server A replicates data to Server B
2. Storage pool volume on Server A is lost or data is otherwise inaccessible
3. Storage pool volume is restored on Server A using replicated data from Server B

� Replication protects against localized failures and large-scale disasters
� Potential replacement for local copy storage pool tapes

� Replication protects against localized failures and large-scale disasters
� Potential replacement for local copy storage pool tapes Future Candidate

Node ANode BNode C



© 2011 IBM Corporation14

Node replication with multiple target servers

Storage Hierarchy

DB2

Site A

TSM Server A

Site B

TSM Server B
Database

Storage Hierarchy

DB2

Database

Node ANode B

Node C

Site C

TSM Server C

Storage Hierarchy

DB2

Database

Future Candidate

Configuration possibilities
� Same node can be replicated to multiple servers
� Different nodes can be replicated to different servers
� Cascaded replication (Site A � Site B � Site C)

Node A

N
od

e 
B

� Additional replication flexibility  
� Replication to multiple sites for disaster protection 

� Additional replication flexibility  
� Replication to multiple sites for disaster protection 
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Node replication with dissimilar policies

� Different policies for retention time and number of versions can be defined on the primary 
and secondary servers

� Expiration runs independently on each server, deleting objects based on policies in effect for 
that server

� Replication is policy-aware, avoiding replication of data that would be eligible for expiration 
on the other server

� Example use cases
– Limited storage at branch office :  Retain 2 versions on primary server (branch office) 

and 5 versions at secondary server (data center)
– Disaster protection only for most recent versions : Retain 5 versions on primary 

server for operational recovery and only 2 versions at secondary server for disaster 
protection (to conserve storage)

� Flexible management of replicated data at different sites
� Optimal use of resources

� Flexible management of replicated data at different sites
� Optimal use of resources Candidate 2013
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Node replication with SLAs and compliance metrics

� Specification of service level agreements (SLAs) pertaining to node replication, such as
– Data for node A must be replicated within 60 minutes of ingest
– Backup data must be replicated within 240 minutes of ingest

� Metrics to indicate compliance with each SLA (e.g., percentage of applicable data objects 
that meet the SLA)

� Metrics can be tracked over time

� If SLA is not met, administrator can make adjustments
– Set realistic expectations by removing or relaxing SLAs for less-critical data
– Apply additional resources (e.g., bandwidth) for replication

� Feedback loop indicates compliance with business objectives
� Ability to align expectations and capabilities

� Feedback loop indicates compliance with business objectives
� Ability to align expectations and capabilities Candidate 2013



© 2011 IBM Corporation17

ProtecTIER replication with TSM management

DB2

ProtecTIER ATSM Server A

Site A Site B

Data

ProtecTIER B

Replication of storage pool data

Replication of metadata
DB2

TSM Server B

Server A tracks volumes  at site B

Admin
Center

� ProtecTIER replication of storage pool data with deduplication over LAN/WAN
� Replication of object metadata, possibly using DB2 HADR or enhanced node replication
� From TSM Admin Center, configure what gets replicated and when to achieve RPO/RTO
� TSM server at Site A tracks location of replicated volumes and can access data on these volumes

� Remote vaulting without manual tape transfer
� Efficient use of bandwidth through deduplicated data replication
� TSM management to achieve RPO/RTO
� Tracking and access of data at secondary location

� Remote vaulting without manual tape transfer
� Efficient use of bandwidth through deduplicated data replication
� TSM management to achieve RPO/RTO
� Tracking and access of data at secondary location Future Candidate
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Global data management vision

� Coordinated data management across multiple TSM servers in the enterprise

� Servers act as a cohesive cloud for store, retrieval, and search operations

� Any server can manage data objects for a node

� Workload can be transferred among servers
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Central tracking and search across TSM servers

TSM Master Server

TSM Server A TSM Server B TSM Server C

TSM Client Node

� Master server tracks data objects and versions managed by multiple TSM servers
� User or administrator can query master server for information on data stored by multiple 

servers

Query

Response

Query

Response

TSM Administrator

� Consolidated view of data across servers� Consolidated view of data across servers Future Candidate 

A1 A3

A2

A4

B1

C2C1
B3

B2

D1 E1

F2

F1

G1

Which of my 
files/versions 
are stored on 

each TSM 
server?
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Orchestrated client restore across TSM servers

TSM Master Server

TSM Server A TSM Server B TSM Server C

TSM Client Node

Scenario
� Client requests point in time restore
� Restore is performed by sending necessary data objects, irrespective of server on which they are stored
� May be possible to optimize server from which objects are restored 

PIT restore

� Automatic orchestration of restore from multiple servers� Automatic orchestration of restore from multiple servers Future Candidate 

A1 A3

A2

A4

G1

C2C1
B3

B2

D1 E1

F2

F1

G1

A4
E1

F2
D1

B3

B1

I want to 
restore my data 
from wherever 
it is stored by 

TSM.
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Coordinated retention and version control across TSM servers
TSM Master Server

TSM Server A TSM Server B TSM Server C

� Centralized policy applies retention and versioning across multiple servers
� Number of versions is managed enterprise-wide, rather than for each server individually
� For example, policy could specify 3 versions of a data object, irrespective of the servers 

on which those objects are stored

� Coordinated policy compliance across servers� Coordinated policy compliance across servers Future Candidate 

A1 A3

A2

A4

B1

C2C1
B4

B2

D1 E1

F2

F1

B3

Centralized retention and 
versioning policy is applied across 

TSM servers in the enterprise  

A3

D1

F2
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Workload balancing across TSM servers
TSM Master Server

TSM Server A TSM Server B TSM Server C

TSM Client Node

� Optimal use of resources throughout enterprise� Optimal use of resources throughout enterprise Future Candidate 

� Work can be transferred among TSM servers to balance workload
� Static balancing : administrator requests transfer of nodes between TSM servers to 

balance workload (e.g., to split or merge servers)
� Dynamic balancing : master server automatically assigns client request to TSM server 

that can best fulfill the request

TSM Administrator

Restore
request

Node transfer 
request 

Assign re
sto

re 

request

Transfer 
client nodes
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Index and search of TSM data

TSM Server

� Ability to locate and act on data objects based on content� Ability to locate and act on data objects based on content Future Candidate 

Index/Search 
Server

Index/Search 
Database

ABC

1. Administrator defines policy to determine what objects on TSM server will be indexed
2. Per policy, data objects stored on TSM server are copied to index/search server
3. Index/search server creates index information and stores this information in its 

database
4. Authorized user submits search request to index/search server
5. Index/search server identifies matching data objects
6. TSM performs specified action on matching objects, which might include 

• Placement of deletion hold on objects (e.g., during litigation)
• Archiving objects so they can optionally be deleted from client system
• Creation of archive object from backup

1

2

3

4

DB2

Storage 
Hierarchy

5

Get list of files belonging 
to node BOB and 

containing the string 
“strategy”

6
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Processor value unit (PVU) licensing background

� For licensing of IBM software, PVU is based on processor characteristics (e.g., brand, type, 
model) 

� PVU for a machine = (PVU/core) * (number of cores)

� One option for TSM licensing/pricing is based on the combination of
– Number of “client” machines on which TSM agents run
– Total PVU for all the server machines on which TSM agents, storage agents, and 

servers run

� Tivoli License and Compliance Manager (TLCM) 
– Accurately counts PVU and tracks license compliance
– Requires separate product license and installation of a new agent on each machine

As an alternative to the PVU-based option, TSM also offers simplified pricing 
and licensing based on quantity of data stored in primary storage pools
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PVU estimator

� TSM will introduce a new PVU estimator to aid administrators in license checking

� Description of the estimator
– Integrated with TSM agents, storage agent, and server
– Uses lightweight Common Inventory Technology (CIT) scanner to determine PVU for 

each TSM machine
– Stores PVU on the TSM server for reporting

� Reports include following information by TSM product (and optionally by client node)
– Number of client devices
– Number of server devices
– PVU of server devices 

� The estimator is not functionally equivalent to TLCM 
– Estimator cannot accurately determine PVU in all situations (e.g., virtual or clustered 

environments)
– Estimator does not certify license compliance, but only assists the administrator in 

checking compliance

Planned 2011

� Assists administrators in license checking
� Integrated with TSM components

� Assists administrators in license checking
� Integrated with TSM components
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PVU estimator components

2 4 6
B/A Client

CIT Scanner

Storage Agent

CIT Scanner

TDP Agent

CIT Scanner

TSM Server

CIT Scanner

2

2 2

1. Information from IBM PVU table is stored on the TSM server
2. CIT scanner is installed together with TSM components
3. Scanners collect processor information 
4. Processor data is sent to TSM server during client sign-on
5. Server stores processor data and computes PVU information
6. TSM administrator queries PVU information
7. TSM administrator overrides PVU information as needed and checks licensing

3

3

3

3

4

4

5

IBM PVU 
Table

1

7

Planned 2011
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Client deployment in TSM 6.2

TSM Client 
Processes

Start the deployment manager process

Acquire client packages from the FTP site

2

3

4

Make archive client packages available in storage pool

Define / update policy and schedule

Define the nodes to which package should be deployed

5

6

Retrieve client package and deployment manager from server

Unpack package and parse instructions

10

Report status to the server

Administrator views results

TSM Admin 
Center

TSM Server
1

TSM Client 
Machines

Client 
Scheduler

7

8 Run install script9

Deployment 
Manager

Supports upgrade of installed Windows B-A 
clients from 5.4 or higher to 6.2 or higher



© 2011 IBM Corporation30

Client deployment enhancements in 2011

� Support upgrade of installed B-A clients on 
– Windows (available in 6.2)
– AIX
– Linux (SLES, RHEL) on x, p, zSeries
– Mac OS
– Solaris 
– HP-UX

� Expanded support for target TSM levels
– Windows clients can be upgraded from 5.4 or higher to 5.5.3, 6.1.4, 6.2 or higher level
– Non-Windows clients can be upgraded from 5.5 or higher to 5.5.3, 6.1.4, 6.2.2 or higher 

level

Planned 2011

� Automated upgrade of clients on common operating systems
� Ability to upgrade client to 5.x level

� Automated upgrade of clients on common operating systems
� Ability to upgrade client to 5.x level
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Future client deployment enhancements

� Deployment of other components 
– Storage agents
– Data protection agents
– HSM client

� Automatic downgrading (regression) of client software 

� Deployment and installation on machines where TSM is not already installed

� Distribution without client scheduler running

Future candidate� Expanded options for automated deployment� Expanded options for automated deployment



© 2011 IBM Corporation32

Agenda

Replication

Global data management

Administration

VMware data protection

Scalability

Security and compliance



© 2011 IBM Corporation33

Multiple recovery options from single-source image-level 
backup

•Granular file-level recoveries
•Near-instant volume recoveries (non-OS volumes)
•Full virtual machine recoveries

•Integrate with TSM capabilities
•Data reduction (compression and deduplication) to reduce 
network and storage capacity requirements 

•TSM server scalability and storage pool management
•LAN or SAN data paths to TSM server
•Common approach for physical and virtual environment

Data Protection for VMware 6.2

vStorage
Backup  Server

TSM
Server

•TSM API

• Data Mover
• (B/A Client )

• DP for  VMware
Recovery AgentNAS/local

Guest
Machines

Host
Machines

(ESX, ESXi)

VMFS

Datastore Datastore Datastore

SAN

VMDK

•vStorage (VADP)

Storage 
Hierarchy

•Centrally managed data protection for VMware avoids 
deployment of agent within each VM guest

•Fast and efficient incremental block-level backups utilizing 
VMware's vStorage APIs for Data Protection and Changed Block 
Tracking (incremental and content aware backups)

•Automatic discovery and backup of newly created virtual 
machines 

•Capability to offload backup workload to one or more vStorage 
backup servers

•Non-disruptive snapshot at the virtual machine image level to 
help minimize disruptions to virtual guests

vCenter
Server
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Linux data mover

vStorage
Backup  Server

TSM
Server

•TSM API

• Data Mover
• (B/A Client )

• DP for  VMware
Recovery AgentNAS/local

Guest
Machines

Host
Machines

(ESX, ESXi)

VMFS

Datastore Datastore Datastore

SAN

VMDK

•vStorage (VADP)

Storage 
Hierarchy

Backup capabilities 
� Off-host, block-level incremental backup
� Any VM can be backed up from vStorage backup 

server on either Windows or Linux
� No support for file-level backup or VCB

Restore capabilities
� Full-VM restore
� File-level restore from full-VM backups using 

recovery agent
� vStorage backup from Windows data mover can 

be restored with Linux data mover, and vice versa

vCenter
Server

Linux data mover

Note: Windows data mover is available in DP for VMware 6.2

Planned 2011
� Flexibility to deploy data mover on either Windows or Linux� Flexibility to deploy data mover on either Windows or Linux
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Exploitation of hardware snapshots

� FlashCopy Manager (FCM) will exploit hardware snapshots for backup and restore of 
VMware virtual machines 

� FCM agent (data mover) runs offhost on Linux vStorage backup server

� Backup features
– Fast, non-disruptive backup at the VMware datastore (VMFS) level
– Consistent backup image by performing VMware snapshot prior to hardware snapshot
– Space-efficient backup versions using block-level incremental
– Ability to exclude VMs from backup
– Optional backup of VMware images to TSM server for long-term retention or disaster 

protection

� Restore scenarios
– Full VM from local snapshot or TSM server
– Individual virtual disk from local snapshot
– Selected files from local VM snapshot or TSM server
– VM to an alternate datastore location

� Unified GUI view of available backup versions (whether local or in TSM)

� Policy-based retention of hardware snapshot backup versions

Planned 2011
� Fast, non-disruptive backups and flexible restore options� Fast, non-disruptive backups and flexible restore options
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Hardware integration with VMware backups using FCM

VM1

/a

D:C:

VM2

ESX\ESXi Server

SAN Storage Subsystem

vmdk vmdk vmdk

SAN

2. FCM initiates a software 
snapshot of virtual guest volumes 

(vSphere API)

LUN 1

Linux vStorage
Backup Server

FlashCopy Manager
(+ DP for VMware)

LUN 2

1. FCM determines which LUNs are 
associated with virtual machines

3.  FCM invokes hardware copy 
services to create a persistent 

snapshot copy of the LUN(s) hosting 
the .vmdk and software snapshot

vmdk vmdk
Snaps
VM1

LUN 1’LUN 2’

vmdk

4. FCM deletes software 
snapshot (vSphere API)

5. FCM optionally 
invokes B/A client to 

create additional copy of 
data on TSM server

TSM Server

1
Snaps
VM1

2

4

6. Hardware snapshot is 
persisted for use as 
source for recovery

5

6

3

FCM 
agent

Planned 2011

VMFS
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VMware / FCM topology

SAN Volume Controller

XIV

DS8000
FC

LAN

Linux vStorage
Backup Server

vSphere 4 or 5 environment

Planned 2011

Storwize V7000

FC / iSCSI

FC / iSCSI

FC / iSCSI

vCenter Plug-in

FCM Agent
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Integrated VMware GUI for TSM and FCM

� IBM will introduce an integrated VMware GUI for use with DP for VMware and/or FCM for VMware

� Implemented as a plug-in to the vSphere client 
– vSphere client is VMware administrative GUI and preferred interface for VMware administrators
– Look and feel of TSM / FCM GUI is consistent with other VMware applications
– TSM / FCM GUI is launched from vSphere client home

� GUI works with any of the following product combinations
– Standalone FCM for VMware supports local snapshot backups
– Standalone DP for VMware supports backup to TSM server
– Combination of FCM with DP for VMware allows snapshot backups and backup to TSM server

� Functional capabilities (depending on installed products)
– Backup to local snapshot, TSM server or both
– Restore full VM from local snapshot or TSM server 
– Restore a virtual disk from local snapshot
– Attach a virtual disk from local snapshot to a virtual machine for file level restore 
– Restore to different VM, host or datastore
– Define backup schedules
– Report backup/restore status 

Planned 2011
� Integrated, consistent GUI for VMware administration� Integrated, consistent GUI for VMware administration
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VMware GUI plug-in topology (DP for VMware)

vStorage
Backup  Server

TSM
Server

•TSM API

• Data Mover
• (B/A Client )

• DP for  VMware
Recovery AgentNAS/local

Guest
Machines

Host
Machines

(ESX, ESXi)

VMFS

Datastore Datastore Datastore

SAN

VMDK

•vStorage (VADP)

Storage 
Hierarchy

vCenter
Server

DP for VMware 
GUI Extensions

vCenter
Plug-in Server

DP for  VMware
vCenter Plug-in

vSphere
Client

Planned 2011
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VMware vCenter client with TSM plug-In

Planned 2011
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vSphere plug-in layout showing hosts in tree view

• Hosts

• Clear• Filter

• None

• Name                     Type                         Last Ran  Status

• New  • • Delete

• Backup Details

• Information Pane

• Tree View Selection

• vCenter Server

• Datacenter

• Host

• Virtual Machine

Planned 2011
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Additional VMware enhancements in 2011

� Finer-grained access control for mount/restore (DP for VMware)
– Special authentication node is granted access to one or more VMs backed up under the 

same client node
– Using credentials of authentication node, end user can only mount and restore data for 

VMs to which the authentication node is authorized

� Improved mount/restore behavior for VMware backups stored on VTL device (DP for 
VMware)

– Use of new VTL mode for mount differentiates VTLs from physical tape devices, and 
avoids limitations related to tape performance

– Multiple VM snapshots stored on VTL can be mounted using a single mount instance
– Instant restore supported for backups stored on VTL

� Ability to protect VMs with pRDM or independent disks (FCM does not support pRDM)
– pRDM (raw device mapping in physical compatibility mode) volumes and independent 

disk volumes do not participate in VMware snapshot operations
– DP for VMware will provide an option to back up the VM and skip any pRDM or 

independent disks
– Represents an initial step toward improved protection of VMs that host applications or 

databases and use pRDM volumes for database/log 

� Support for VMware vSphere 5 comparable to that for vSphere 4 (DP for VMware / FCM)

Planned 2011
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VMware progressive incremental backup

vStorage
Backup  Server

Changed Block Tracking

•TSM API

• B/A Client

• DP for  VMware
Recovery Agent

NAS/local

Guest
Machines

Host
Machines
(ESX, ESXi)

VMFS

Datastore Datastore Datastore

SAN

VMDK

Restore full and apply 
required incrementals

Consolidation of in-use 
blocks on TSM server

DP for VMware 6.2 Progressive Incremental

Full-VM Backup

Periodic full + incrementals

Full-VM Restore

Initial full + incrementals

Only restore required 
blocks once

Storage 
Hierarchy

� Reduced backup time
� Simplified scheduling of backup operations
� Reduced resources for host/vStorage servers, network, storage pool

� Reduced backup time
� Simplified scheduling of backup operations
� Reduced resources for host/vStorage servers, network, storage pool

TSM
Server

Candidate 2012

vCenter
Server
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VMware full virtual machine instant restore

vStorage
Backup Server

TSM
Server

•TSM API

• Data Mover
• (B/A Client )

• DP for  VMware
Recovery AgentNAS/local

Guest
Machines

Host
Machines

(ESX, ESXi)

VMFS

Datastore Datastore Datastore

SAN

VMDK

•vStorage (VADP)

Storage 
Hierarchy

vCenter
Server

Full VM instant restore processing
1. Start VM using OS disk exposed from TSM server
2. Expose application disks for restore verification (optional)
3. Move VM to production disk using storage vMotion

1

3

Note: DP for VMware 6.2 supports instant restore for non-OS volumes

� Recover full VM, including OS, with minimal downtime
� Improved RTO for full-VM restore
� Restore verification by running VM from TSM backup

� Recover full VM, including OS, with minimal downtime
� Improved RTO for full-VM restore
� Restore verification by running VM from TSM backup Candidate 2012

2
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Unified application protection for VMware environments

� Protection of applications/databases introduces additional requirements as compared to 
file/web servers traditionally hosted in VMware 

– Log management (truncation) for a sustainable backup methodology
– Achievement of multiple recovery points through roll-forward/roll-backward
– Individual message recovery

� To achieve protection of applications/databases (Microsoft SQL, Exchange, Active Directory) 
hosted in a VMware environment

– Many TSM customers today use DP for Exchange/SQL/etc. running in VM
– Future goal is to provide application protection that is integrated/unified with DP for 

VMware

� Staged solution could involve integration of product features from
– DP for VMware for common disaster recovery across all VMs
– DP for Exchange/SQL/etc. for application awareness and operational recovery

� Unified protection for file, application and database servers in VMware
� Application-aware backup/recovery with optimal RTO/RPO

� Unified protection for file, application and database servers in VMware
� Application-aware backup/recovery with optimal RTO/RPO Candidate 2013

DP for VMware

(disaster recovery)

DP for Application

(operational recovery)
Integration
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VMware cross-snapshot browsing and file-level restore

� Capability to do one or more of the following
– See all versions of a file across multiple VMware snapshots
– Search for a file by name across multiple VMware snapshots
– Search for data in a file across multiple VMware snapshots

� Selection and restore of files based on search results

VMware 
snapshot 

Storage 
Hierarchy

TSM
Server

DP for 
VMware

� Simplified search for file among multiple backups
� Simplified location and restore of deleted file

� Simplified search for file among multiple backups
� Simplified location and restore of deleted file Future candidate

•Search / Restore
request

A3 D1 F2
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Agenda

Replication

Global data management

Administration

VMware data protection

Scalability

Security and compliance
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Progression of TSM database scalability
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TSM 5.5
(legacy database)

TSM 6.1
(DB2)

TSM 6.2

TSM 6.x
(DB backup with 
multiple streams)

Year

Projected

Improvement also expected in 
number of stored objects and 

concurrent sessions
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TSM database backup with multiple streams

TSM Server

DB2

TSM Database

Backup/restore 
streams

� Parallel streams for backup and restore processing give improved throughput 
� Reduced time for database backup and restore
� Increased scalability of TSM server without expanding database backup window

� Reduced database backup window
� Increased scalability of TSM server

� Reduced database backup window
� Increased scalability of TSM server

Database backup performance will enable sustained scalability improvement

Planned 2011
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TSM database backup with hardware snapshot exploitation

TSM Server B

DB2

TSM Database

� Very fast, low-impact database backup using snapshot technology 
� Backup can be copied to another TSM server for disaster protection or longer-term retention
� Restore from local snapshot or from TSM server
� Increased scalability of TSM server database without increasing database backup time

� Near elimination of database backup window
� Very fast recovery from local snapshot
� Increased scalability of TSM server

� Near elimination of database backup window
� Very fast recovery from local snapshot
� Increased scalability of TSM server

DB2

Quiesce database

Create local snapshot 
of database volumes Back up snapshot 

to TSM server

Database backup performance will enable 
sustained scalability improvement

Candidate 2013

1

2

3

TSM Server A
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Agenda

Replication

Global data management

Administration

VMware data protection

Scalability

Security and compliance
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Authentication via external user directory

TSM Database
(passwords)

TSM Server 

a. Legacy authentication 
using password in TSM 

database

External Directory
(passwords)

b. Authentication 
against password in 

external directory

TSM Client 
SSL session

TSM Server/ 
Storage Agent

Admin Center

� Authentication using enterprise-wide policies and infrastructure
� Configuration and enforcement of strong password rules

� Authentication using enterprise-wide policies and infrastructure
� Configuration and enforcement of strong password rules

� Option to store selected TSM user information, including passwords, in an LDAP-based directory (e.g., 
Tivoli Directory Server, Active Directory)

� Authentication options
a. Legacy authentication using password stored in TSM database
b. Authentication against password stored in external directory

� Allows enforcement of strong password rules

Candidate 2012
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Potential password rules with external directory

Case-sensitive passwords

Minimum number of passwords before reuse

Duration of lock for failed logon attempts

Time before number of consecutive failed logons is reset

Number of failed logon attempts before password is locked

Time that must elapse between password modifications

Time after which modified password expires

Maximum number of consecutive repeated characters

Minimum characters different from previous password

Maximum number of times character can be used in password

Minimum number of upper/lower/numeric/special characters

Minimum password length

External DirectoryTSM todayPassword Rule

The above table is intended for illustration only.  Actual external directory implementation 
may allow additional password rules and some of the above rules may not be supported.

Candidate 2012
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Command authorization via external engine

Administrative Client 

TSM Database

TSM Server 
Admin command

b. Authorization using 
external directory

� Authorization using enterprise-wide policies and infrastructure� Authorization using enterprise-wide policies and infrastructure

Authorization can be performed using
a. Legacy mechanism (granted privilege 

classes stored in TSM database)
b. External authorization engine with 

preconfigured resources/permissions 
corresponding to privilege classes

a. Legacy 
authorization

� Engine preconfigured with
– Resource definitions corresponding to current privilege classes (system, policy, storage)
– Each resource mapped to assigned permissions (operations allowed for that resource)

� Administrator assigns authority to TSM administrators using authorization engine interface
� TSM server checks external authorization engine for authorization
� Restricted authority would require resource entries corresponding to domains/pools

Privilege Classes

External 
Authorization 

Engine

Permissions

Resources

Future Candidate 



© 2011 IBM Corporation55

Command authorization with customized authorities

c. Customer can alter, add, or remove 
resource/permission definitions to achieve desired 

authorizations for each administrator and command

Authorization can be performed using
a. Legacy mechanism
b. External authorization engine with 

preconfigured resources/permissions 
corresponding to privilege classes

c. External authorization engine with 
customer-defined authorities for each 
administrator

� Flexible, fine-grained assignment of authorities� Flexible, fine-grained assignment of authorities

Administrative Client 

TSM Database

TSM Server 
Admin command

External 
Authorization 

Engine

Permissions

ResourcesPrivilege Classes

b. Authorization using 
external directorya.Legacy

authorization

Future Candidate 
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Historical audit trail through lifecycle of data objects

A

DB2

Information regarding initial store of object
� When object was stored
� Who initiated store operation
� How store was initiated (schedule, GUI)
� Initial storage pool / volumes
� Transport mechanism for store (LAN-free)
� Encryption strength
� Client compression
� Initial management class
� Object size
� Client-side deduplication

Information regarding later operations on object
� Client restore/retrieve/recall attempts
� Outcome of client access operations
� Deletion (who/what initiated)
� Move/copy operations  
� Management class rebinding
� Server-side deduplication

Storage Hierarchy

TSM Server

� Improved tracking of historical information on data objects� Improved tracking of historical information on data objects

� Historical information for each stored object is tracked in database
� Object information can be queried for audit compliance or problem diagnosis

Future Candidate 
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Historical audit trail for server configuration

DB2

Server configuration history
� New/changed constructs

- Policy definitions
- Schedules
- Storage pools/device classes
- Nodes

� Set commands
� Changes to server options
� Changes to server levelTSM Server

� Improved tracking of historical information on server configuration� Improved tracking of historical information on server configuration

� Historical information relating to server configuration is tracked in database
� Server-configuration information can be queried for audit compliance or problem 

diagnosis

Future Candidate 
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Summary

� This presentation has described a sampling of potential future enhancements in Tivoli 
Storage Manager

� Topics have included
– Replication
– Global data management
– Administration
– VMware data protection
– Scalability
– Security and compliance


